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In case you haven't noticed, the "edge" is starting to become a pretty big thing. 

Makes sense since depending on who is doing the estimating there will be 

somewhere between 20 billion and a trillion connected devices all looking for a 

compute and storage home. That's a pretty wide degree of variation and, as you 

might imagine, folks have more than a few different theories regarding what's 

going to happen in the next couple years. The purpose of this whitepaper is "fill in 

the blanks" between what may or may not happen between now and the end of 

the decade.  

 

The Cloud Will Recede-Kind of: 

Due to the latency and bandwidth requirements for applications like self-driving 

cars and IoT, there probably is some degree of validity here. A self-driving car 

can't rely on instructions delivered by the cloud since the delay factor is the 

difference between responding to that stop sign and carnage on the highway. 

 

One believer cloud recession is Anderson Horowitz VC's, Peter Levine. He 

believes latency and bandwidth requirements will make the edge the primary 

processing point for the vast majority of applications. Mr. Levine's prediction 

makes sense when you contemplate the volume of information that will be 

continually processed by a single driverless car containing 200 or more CPUs. 
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While Mr. Levine makes a semi-compelling argument, it is highly likely that the 

more likely scenario is that the cloud will move closer to the edge and establish a 

symbiotic relationship going forward. 

 

People Finally Make Use of SDN and SDDC: 

SDN and SDDC have been predicted to come into prominence for at least the 

past five years. In theory, this makes sense as the sheer speed that edge 

applications, either singly or in the construct of distributed network structures, 

continues to escalate. As a result, manual intervention for the diversion of 

network routes, security, etc. become increasingly impossible.   

 

Two issues stand in opposition to the complete adoption of SDN and SDDC. The 

first is the lack of readiness on the part of the majority of data center networks. 

Current software-based management packages tend to lean more towards the 

capabilities found within existing Building Management Systems. In the short 

term, DCIM platforms can bridge a portion of the existing support gap, but full 

SDN or SDDS capability will require further development in monitoring and 

management functionality.  

 

The availability of "high speed compatible" devices such as routers and switches 

is the second element required for fully automated operations. While faster GPU- 
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like processors will be part of the equation, the ability for applications such as IoT 

and IIoT to proliferate is predicated on further AI development, specifically, 

machine to machine learning. For example, the ability to identify a massive influx 

of data isn't from a supported application but rather a precursor to a DDoS attack 

must not only recognize the difference but automatically route this traffic to an 

unused area of the network at faster than human decision-making speeds. 

 

Cloud Providers Will Preserve Their Roles: 

In the spirit of coexistence, cloud providers are already adapting their capabilities 

to make themselves more "edge compatible." For example, Microsoft's Azure 

Stack is an extension to Azure that promulgates a consistent hybrid cloud 

platform. Specifically, the technology enables companies to run Azure at the 

network edge. This capability facilitates linkage to the public portion of their cloud 

architecture to make each edge location capable of local processing to support 

real-time applications in concert with hybrid configurations to enable less time-

sensitive data to be acted upon and stored in the cloud.   

 

In a similar vein, AWS is implementing a similar strategy via their Greenhouse 

software. With Greenhouse organizational developers can run functions such as 

compute, messaging and data caching from edge located devices. 
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The Importance of "Lights Out": 

The cost of sending a technician to fix a problem at a remote site (referred to a 

"truck roll") and end-user expectations of instant applications availability will push  

edge providers to adopt more of a "utility" mindset.  For end users to successfully 

entrust mission critical applications to a plethora of dark facilities will require 

continued development of remote monitoring, AI, analytics and even robotics. 

The development of all of these elements also open opportunities for third party 

management of remote sites via cloud-based Data Center Management as a 

Service (DCMaaS), thereby creating an entirely new edge-centric management 

paradigm. 

 

Drivers and Planning: 

Faster movie downloads, more precise inventory tracking, enhanced gaming 

experiences and even the ability to virtually visit your grandmother will be among 

the services delivered via the edge. In other words, the future focus of the edge 

will be on client facing and analytical workloads. 

 

The changes dictated by this new reality will manifest themselves in planning. 

Planning for the edge will begin with the establishment of priorities such as the 

degree of latency required to support one or more applications. After the support 

criteria have been identified decisions are made regarding locations and what  
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information can be addressed by each layer of a hierarchy from the edge moving 

back towards the core. 

 

How Close are We to Edge Nirvana? 

Like so many of the big questions in life, the most accurate answer is, it depends. 

Recently edge provider conducted a survey in which 80% of its respondents 

agreed with the idea of data moving closer to the customer. However, only 46% 

expected to be building an edge facility in the next 12 months. Gartner went as 

far as to say that only 5% of organizations were using edge facilities at present.  

 

While these figures hardly seem to equate to a revolution in computing locations, 

the need to move computing capability closer to the end user is inescapable. For 

instance, the average smartphone user looks at data hundreds of times a day in 

short increments. Couple that with a whole generation that has grown up with the 

belief that immediate delivery is a God-given right and it becomes clear that for 

no other reason than demography edge data centers will proliferate over the next 

three years. In making this statement, we can expect these new compute and 

storage requirements to impact areas like form factors and locations, If the vision 

of "smart cities" comes to fruition, for example, streets could have dedicated data 

centers to control things like traffic, power delivery, and entertainment content. In  
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other words, some data centers may come to no longer resemble the four-walled 

boxes that we know today, but their purpose would remain the same. 

 

Summary 

While only two years away, it is not difficult to foresee a data center landscape 

vastly different than today.  Existing centralized data center/cloud networks will 

utilize edge data center functionality to eliminate the latency barriers that would 

otherwise serve as impediments to successful implementation of latency 

sensitive applications. In practical terms, this means that we should expect to see 

the sale of smaller "data centers" ultimately eclipse those of their hyperscale 

brethren. This imbalance will reflect the complementary nature of these 

components rather than the obviation of one by the other. While it is always 

difficult to predict the future, it is safe to say that edge data centers are just the 

first step in the evolution of data center structures and functionality. 

 


