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What is Docker?
Docker is a container technology in which an 
application is housed in a file system that 
contains everything that it needs to run: code, 
runtime system tools, system libraries, in short, 
anything that can be installed on any Linux or 
Microsoft  server. As a result, it makes the 
deploying and management of applications 
much simpler than in many virtualized 
environments.

Although sometimes confused with each other 
Docker is very different than a virtual machine 
in a number of ways including:

Structure

In a virtual environment, each virtual machine 
requires a full operating system and operations 
are controlled via the hypervisor layer as 
pictured in the diagram below. Due to these 
requirements, each virtual machine is 
burdened with processer intensive overhead –
the hypervisor tax. Docker eliminates the need 
for the hypervisor layer with the condition 
being that all containers on a single machine 
share the same operation system system 
kernel to reduce overhead and make a more 
efficient use of RAM. 

Have you ever been to a social gathering, a cocktail party let’s say, where you didn’t know 
anyone, and it seemed like everyone was talking about something you couldn’t understand? 
While you stood by that fern hoping that no one would come up and ask you about the evening’s 
main topic of chit chat, didn’t you wish that you knew something about the subject so that you 
could at least nod knowingly and laugh at the right times? Of course you did. Sometimes the 
world of data centers and the cloud can be like that. Just when you think you’ve got it all down, 
along comes something new that everyone but you seems to feel comfortable talking about, and 
suddenly you’re thinking that maybe a few ferns on the raised floor might liven up the place. In 
the world of data centers the cocktail topic de juer is Docker (and other containers) and its close 
friends Docker Swarm and Kubernetes. This white paper is designed to provide you with the 
basic background for each to enable you to begin thinking about how they may/will factor into 
your data center and cloud plans.
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Source: www.docker.com

Purpose

Whereas virtualization was developed primarily to increase the efficiency of hardware utilization 
and provide server to OS neutrality, Docker, and containers in general, provide data center or 
cloud operators a simplified method for the creation of highly distributed systems supporting 
multiple applications, worker tasks and other processes to run autonomously on a single physical 
server or multiple virtual machines. This design enhances the portability of Docker in that it can 
be run multiple platforms including within the data center, in public or private clouds and bare 
metal offerings. 

Due to its lower level of overhead, Docker is less resource intensive than a virtual machine, 
thereby enabling its applications to “spin up” quickly (in milliseconds) versus minutes with a 
virtual machine. This speed differential and more efficient resource usage also manifests itself in 
faster propagation of an application than a virtual machine counterpart and the ability for it (and 
other container-based systems) to support four (4) to six (6) times the number of application 
instances on a server. Deployed effectively a container system provides the ability to run more 
applications on less hardware thereby resulting in substantial savings in the areas of servers and 
power.

Due to its lower level of overhead, Docker is less resource intensive than a virtual machine, 
thereby enabling its applications to “spin up” quickly (in milliseconds) versus minutes with a 
virtual machine. 

Will Docker Replace Virtual Machines?
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Kubernetes and Docker Swarm

The Master Server is the controlling unit in a Kubernetes environment. It serves as the contact 
point for all administration and controls the workload and direct communications across the 
system. The main components of the Master Server include:

Etcd- is used to store the configuration data that can be used by each node (a node being a 
single machine or virtual machine managed by Kubernetes) in the cluster. In a sense it is the 
reference point that enables each node to configure or reconfigure itself.

Deriving its name from the Greek term for “helmsman” or “pilot”, 
Kubernetes was developed by Google to manage containerized (ex:, 
Docker) applications within a cluster environment. It has now been in the 
open source community for a couple of years thanks to Google (Google 
developed Kubernetes a long time ago and has been using it in its 
internal cloud).  Kubernetes is specifically useful for the scaling out of 
applications as it provides operators with the ability to solve the 
problems of Docker: to load balance, mount persistent volumes for 
storage, centralized versus distributed config data, etc. In terms of the 
average data center or cloud operator, Kubernetes eliminates the 
complexity that would normally be associated with the large-scale 
movement of applications within or between platforms, from the rack to 
the cloud for example, by defining the building block for deploying, 
maintaining and scaling.  Not to be outdone, Docker released Docker 
Swarm.  Swarm mimics Kubernetes without the need to rewrite the 
interface from Docker.  This is a big bonus for a lot of users.

Components and Structure
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API Server- This is the main management point of the cluster. It enables a user to configure 
Kubernetes’ workloads and organizational units.

Schedule Server- Maintains responsibility for assigning workloads to specific nodes in the 
cluster. The schedule server tracks the resource utilization on each host to ensure that workloads 
are not scheduled in excess of the available resources. In Kurbernetes servers that perform work 
are called minions. Minion servers communicate with the Master server and run the workloads 
that are assigned to them. To operate correctly each minion server must have Docker installed as 
each unit of work (more about that in a moment) is implemented via a series of containers. Each 
minion server communicates with the master via Kubelet Service. This process works as follows: 
the main contact point for each minion is called a kubelet that is responsible for relaying 
information to and from the Master server. Communications with the master is provided by the 
kubelet service whereby it receives commands and work such as starting, stopping or 
maintaining an operation.  In other words, a centralized element controls all the workloads.  

As you may have surmised by now, applications within Kubernetes are comprised of one or more 
containers. Each container driven application is referred to as a Pod, with each Pod having its 
own unique IP address. As a result, Kubernetes uses this Pod structure to simplify the process of 
moving and managing container-based applications as opposed with having to manipulate 
individual containers directly. 

Both Docker and Kubernetes (and Swarm) have been deployed by into various infrastructure 
tools such as Google Cloud, AWS and Azure. These same capabilities are now beginning to 
enter into the Enterprise. Although the use of containers like Docker or Kubernetes and 
Kubernetes alternative such as Swarm and CoreOS may not be currently be on your list of data 
center and/or cloud operational plans, in all likelihood they soon will be. And as we all know, the 
first step in this process is to understand what everyone is talking about. 

Summary
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