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Twin Sons of Different Mothers

For the data center operator, a time to sit back and rest on your laurels simply does not exist. 
They said you needed to virtualize your servers and you did it. Move some applications to the 
cloud they said, and you did it. Implement DCIM, you did it, and you’re not even sure why since it 
doesn't really do the one thing you wanted it to do anyways. And now, just when you thought you 
could take a moment to catch your breath, you find that your network just might not be quite fast 
enough to support that new public cloud initiative or enable the company to begin to handle the 
inrush of packets that is the Internet of Things (IoT). In short, you may have latency and 
bandwidth issues right there in your own network, and if they haven’t already, pretty soon a 
bunch of your users are going to be asking you what your going to do about it. The purpose of 
this white paper is to help provide you with a guide to successfully address these issues so that 
you are ready for the next thing that you have to do—whatever that might be.

Although they often seem to be used interchangeably it is important to understand the difference 
between latency and bandwidth. Bandwidth is the average rate of data transfer through a 
communications path. Typically, this is expressed as the capacity of the “pipe” that the data is 
traveling through. For example, a one (1) Gigabit connection means that 1 Gigabit is the rate of 
the information that can pass through the connection at any one time. To put this into more every 
day terms, the bigger the hose, the more water that can pass through it. The problem with the 
hose analogy is this: just like the hose, if what feeds the hose (think main water line) is too small, 
then it doesn’t matter how big the hose is.  In the world of networking, the hose is the line card for 
the WAN and the main water line is the backplane of the WAN. If a core router has ten 1G line 
cards, but only 8G on the backplane, it's going to be throttled if all line card needs the full 1G. 

Latency is the delay of the incoming data. Typically a function of distance, latency is the 
measurement of the time it takes data to travel between two points. In our garden example, 
latency would be the time it takes for you to begin to water the shrubs after you’ve turned the 
faucet on.
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Although the effects of latency have been well publicized, for example in a research study by 
Akami a one second delay in page load speed caused an average 7% drop in conversions, an 
11% drop in page views and a 16% drop in customer satisfaction, historically it has not been 
considered a factor in the location of a data center. Naturally, there were exceptions to this 
stance. In the financial industry even a millisecond (ms) delay can have a dramatic impact on the 
performance of high speed trading algorithms. An example of the financial industry’s sensitivity to 
latency is the firm that invested over $400 million to shave 5 milliseconds off of the transmission 
time between New York and London. Thus, the location of the data center is extremely important 
to financial firms but, for the vast majority of companies data center location was a lesser factor 
in the decision making process other than it was near the people that needed to work in it. 

With the proliferation of public cloud (AWS, Azure, etc.), Software-as-a-Service (such as 
Office365), larger, rich packet types of applications (video for example) and the anticipated data 
volumes that will characterize the IoT, network needs and location has vaulted to the top of the 
list  for determining where an upcoming data center needs to located. This heightened emphasis 
on location is being driven by the desire to place information as close to the end user as possible 
to eliminate the negative impact of latency on applications that must process information in real 
time for the information to be usable, as in the case of IoT, or to ensure the highest level of 
customer satisfaction on more consumer oriented applications, Netflix is a prime example here. 
To understand the “why” behind these requirements we need to examine the factors that are 
associated with the untimely delivery of data.

It is important to remember that information can only travel as fast as the speed of light, and 
even at 186,000 miles per second (for those of you who have forgotten your high school 
physics), delivery is not instantaneous. The first factor in this speed degradation is distance. 
[simultaneous all other users on the public network doing the same thing 
https://m.youtube.com/watch?v=N-PxjIa4gBg

Cloud and SaaS 

As you would expect the greater the distance, the higher the latency: the round trip (the most 
common measure for latency) from New York to San Francisco takes 68 ms, while the longer 
route from New York to London takes 73 ms.

Latency: Now it’s Really Important

https://m.youtube.com/watch?v=N-PxjIa4gBg
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Other factors, including operational requirements, can contribute to the latency of information 
delivery. In a virtualized environment the web of hypervisors running dozens of virtual machines 
adds overhead to transmission speed, and contention for bandwidth as in the case of attempting 
to connect to the cloud via the public Internet can also further burden the delivery time for 
packets of information.

Although latency is measured in milliseconds, its impact is intensified in the end user experience. 
From a consumer perspective, today’s users have become conditioned to “instantaneous” 
response. This is primarily due to the fact that it takes 80ms for a person to synchronize 
information arriving at different latencies, so in most instances the brain internally adapts to the 
time delay of information delivery. In a world where the loading of a web page in anything over 2 
seconds is considered slow, the manifestation of untimely packet delivery is a poor customer 
experience, as in our video example, or the loss of the value of the data itself as in a real time 
IoT application such as maintaining an accurate parts count in a just in time manufacturing 
scenario. 

Due to the physical limitations that govern transmission speed, the solution being implemented 
by providers to reduce latency to its lowest possible extent is to put the data and some 
processing capability as close to end users as possible. To date this phenomenon is 
characterized by the construction of “edge” data centers. Typically ranging from 1-3MW, edge 
facility sites are selected based on the physical location of an organization’s user base. As a 
result, cities and areas that previously were considered “minor” or tier 2 and 3 markets, like 
Minneapolis and Nashville, are becoming desirable locations for edge sites. This is an 
incremental step however, as the mixture of rich packets applications and high packet volumes 
generated by IoT devices will necessitate the implementation of emerging solutions such as 
micro data centers and/or even further “micro” solutions like Cisco’s Fog architecture in which 
any device, a video surveillance camera for example, with computing, storage and network 
connectivity can serve as a data collection point. 

In their own metaphoric version of telling data center operators that “their baby is ugly”, IDC 
estimates that 50% of existing networks will be bandwidth constrained as a result of the rapid 
increase in data volume for IoT. Although this assertion may be considered a little…blunt, when 
you consider Gartner’s estimate that there will be over 25 billion devices connected to the IoT by 
2020 you have to wonder if maybe they are being a little too conservative – think driverless cars. 

Bandwidth: Fast, Faster, Fastest
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Bandwidth: Fast, Faster, Fastest
Not only will this thirst for bandwidth come from the information generated by IoT devices 
themselves, but from its capacity consuming underlying components as well. The information 
flowing back and forth from the many private clouds that will be implemented will require large 
amounts of bandwidth. Further, enhanced technologies such as Docker that can support up to 
four (4) to six (6) times more server applications than a hypervisor running on an equivalent 
system will correspondingly require more capacity than most operators currently have available 
to support them.

At present many data center operators utilize networks that can best be described as “telco-
centric”. These structures rely on the public Internet as their conduit to the cloud. This reflects the 
traditional thought process of “the bigger the pipe, the better”. Prior to the emergence of the 
cloud, this mode of operation was, for the most part sufficient to support the traffic any one data 
center was sending/receiving via the Internet. 

The fundamental problem with the historical telco approach is that even the biggest pipe must be 
shared. Even a 1 or 10G line circuit ultimately hits a switch or router with an “oversubscribed” 
backplane. In the world of the cloud, combined with the changing nature of data and end user 
expectations and requirements, even the biggest pipe typically cannot support the shear volume 
of organizations that are all using public cloud SaaS at the same time.  For practical evidence of 
this phenomenon, try using an Xbox service at Christmas or watching Netflix on New Year’s Day. 
As a result, the associated delays in processing information lead to customer dissatisfaction in 
the case of video for example, or the value of the data being severely degraded—even to the 
point of worthlessness—in the case of IoT. Thus, organizations relying on this traditional data 
center network model are incurring costs that cannot be justified in terms of the ROI derived from 
their performance.
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The quick rise of public cloud offerings like Amazon Web Services, Azure, Office 365 and others 
has made them, or offers the opportunity to make them, integral portions of the corporate 
network. As a result of the emergence of these shared cloud offerings, many providers now offer 
direct connect capability to one or more of the cloud industry’s largest providers, Equinix’s Cloud 
Exhange is an example of this type of solution. For many organizations these types of products 
can enable you to maximize their networks ability to bypass the public Internet to gain the speed 
of throughput necessary to support more demanding bandwidth intensive applications. It is 
important to note that, in most instances, obtaining this connectivity requires that only a rack with 
a tether to the business’ private network is required within the provider’s facility and does not 
require any wholesale changes in a company’s existing or future data centers.

The need for more bandwidth is further evidenced by its impact on the hardware that is 
necessary to support it, specifically the switches that route the traffic throughout the network. 
While most high capacity data centers now use 1GB switches to support secondary connection 
and 10GB units for links within the data center and to the backbone, this is rapidly giving way to 
architectures that feature switches in increments of 10GB, 40GB and 100GB. In a recent study 
Crehan Research estimated a 100% annual growth rate for the sale of high speed data center 
switches, that by 2017 will make 40GB and 100GB the new data center standards. However, the 
recent development of a 25GB and 50GB standard is expected to lead to the delivery of these 
products within the next 12-18 months to provide incremental alternatives for data center 
operators. Planning for increasing the bandwidth of your data center(s) will also require you to 
address the efficacy of your existing hardware and the potential for more frequent hardware 
refreshes than the traditional 3-5 year period. 

Next generation providers like Masergy also provide a no-overhead, high visibility network that 
helps you to identify and correct your bottlenecks in addition to providing as close to an open 
Ethernet fat pipe as possible. 

The changing nature of the data, coupled with the intensified demand for its faster delivery and 
processing can be expected to increase dramatically for the foreseeable future. These elements 
will drive demands for lower levels of latency and higher bandwidth speeds, and will result in the 
expansion of data centers and “data center like” capabilities to locations that heretofore have not 
been considered viable data center destinations, a movement away from the use of the public 
Internet for cloud connectivity to be replaced by non-contentious dedicated connections and 
smaller refresh intervals for network hardware. To address these needs data center operators will 
be looking for vendors and partners that have the agility required to enable them to quickly adapt 
to changing circumstances. In short, the time for laurel sitting is becoming shorter and shorter.

Summary
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