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What Everyone Agrees On

The data center industry is good at many things, defining concepts isn’t one of them. The general 
tendency is to develop a descriptive term that everyone initially thinks works just fine until 
everyone promotes their product or service under that umbrella it’s a little less precise than we 
may have hoped. I think we can all remember the schism over whether a data center was a 
wholesale or a retail offering, and does anyone think that we’ve fully defined the meaning of 
“Modular”.  All kidding aside, the same type of questions are beginning to surround the definition 
of edge data centers. The purpose of this white paper is to offer a more accurate definition of the 
term than is currently being used. 

The need for immediate gratification

The need to place power and compute closer to end users than be achieved from a large 
centralized facility is the direct result of the emergence of applications that not only generate vast 
amounts of data, but the time sensitivity of that information for everything from inventory control 
to streaming Stranger Things from Netflix. It’s estimated that YouTube, NetFlix and Akami
combined account for almost 75% of network traffic. If the volume of information and data that 
they deliver comprised the only traffic on the internet, the acceptability of their performance to 
end users would still be a function of latency. This situation is only exacerbated when new, and 
emerging, applications such as IoT, IIot and Virtual and Augmented Reality continue to grow 
within the business and consumer markets.

Overcoming Latency is the Key Driver

To an end user, latency is the reason that downloading a movie “takes so long”, but to a content 
provider the number of milliseconds it takes to complete a function can be measured in customer 
dissatisfaction and cost. Even at the speed of light the round trip from a central data center, a 
facility located in a Tier I market for example, can mean the accumulation of transmission costs. A 
study conducted by ACG Research estimated that caching content locally in a metro population 
can save approximately $110 million over a five-year period. If we were to apply this same logic 
to a company running an IIoT parts tracking application the hard costs of transmission could be 
measured but the associated cost in the degradation of the performance of the application would 
be incalculable. 
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IoT and IIoT Changes Everything

Your refrigerator may not be able to reach out and tell you to pick up some more Diet Pepsi on 
the way home, but the Internet of Things (IoT) and much bigger brother, the Industrial Internet of 
Things (IIoT) are not some new technologies looming in the future—they’re here now. The 
success of corporate initiatives using these two modes identification and tracking is wholly 
predicated on the real-time collection and accurate processing of data. Thus, the latency and 
reliability requirements of these applications will push the edge even closer to end users than in 
the commercial applications discussed above. 

IoT market projected to have over 75 billion devices by 
2025 (source: HIS)

IIoT could add $14 trillion to the global economy by 
2030 (source: Forbes)
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Two things that the majority of those who cover the data center industry seem to agree on are:

• Data centers in Tier I markets aren’t edge facilities

• Just having a data center in a Tier II market does not make it an edge facility

While largely correct, the fundamental flaw underlying these assertions are that an edge data 
center’s location needs to be tied to market size at all. In fact, since proximity to the end user is, 
perhaps, the most important consideration for edge data center location the size of market is 
superfluous to the purpose of the new facility or facilities. 

Since location is not the sole determinant of what is, or isn’t an edge data center, what are the 
definitional criteria. A survey of published opinion to date seems to coalesce around some variant 
of the following criteria:

Supports at least 50% of local broadband community

Obviously, this element is predicted on the breadth of coverage provided by an edge site. While it 
does attempt to establish some objective measure to the audience of an edge facility, in this 
context it views an edge facility solely from a content delivery standpoint. In light of the impact 
that we can expect from the growth of IoT and IIoT, this attribute will, in all likelihood, prove to be 
much too narrow as it is not difficult to foresee the number of CDN-specific edge facilities being 
eclipsed by those supporting IoT, IIoT and even driverless cars applications.

75% of local internet usage

This is not an unlikely scenario but is too limiting in terms of the applications that edge facilities 
would be required to support.

Peering traffic moves from core to the new metro (edge supported) area

This definitional element makes sense from the standpoint of latency. The entire purpose of edge 
facilities is to move compute and storage functionality closer to end user communities. As 
previously noted, even moving at the speed of light, the time to complete a round trip to a core 
data center introduces degrees of latency that are deleterious effect on applications performance 
and end user satisfaction. 

Cost and performance benefits should be measurable

The ability to measure satisfaction and performance is really a tablesteaks requirement, and 
hardly unique to the edge however essential it may be. 

Edge Data Center: The Current (Sort of) 
Consensus
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Ability to deliver a more robust media experience

To a certain extent, this is a “chicken or the egg” type of defining characteristic. Certainly, placing 
content closer to the end user, particularly in consumer-centric applications can be expected to 
improve performance, however, due to the costs of establishing an edge facility a provider must 
first discern of their current level of performance is, or has reached a level of unacceptability that 
edge sites are required.

Improved Security

Theoretically, the establishment of satellite edge sites diffuses the opportunity for hacking or 
DDoS attacks, but ensuring that you have proper security measures in place is not unique to an 
edge facility.

Tier III facility

This is an important consideration. Edge facilities will house applications that can easily be 
defined as “mission critical”. With the advent of technologies such as 5G, the distance from a 
data center to a user group may often be measured in feet and not miles. Although in its infancy 
the “micro data centers” business is growing to service this need. Due to their expected 
proliferation reliability is not expected to be a premium. Thus, the level of reliability of the facilities 
supporting these micro facilities will, almost by default, necessitate Tier III designed edge units. 

In attempting to develop a more precise definition of an Edge Data Center, it is important to 
understand that while we are talking about a physical building and its geographic location the 
edge itself is an application. All edge-related decisions (how many are required, where should 
they be located) radiate from the purpose and user-base of the application(s) that will reside in 
the data center. With this in mind, it can be argued that a better set of “edge defining criteria 
would be:

They should be dedicated

Since a major reason for edge facilities is the rapid and reliable delivery, the case for MTDC-type 
edge facilities is a difficult one to make. First, the size of these units does not offer the ability to 
provide private space to its occupants. Thus, the only separation between a rack supporting AWS 
from Netflix is the width of an aisle. Second, the nature of competition means that one company’s 
misfortune often acts to the benefit of another. In this instance, the failure of an MTDC like edge 
facility takes down all its occupants versus one dedicated to a single occupant.

An Alternative Definition
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Size

Although semantically one could call a 10MB, 1MW and edge facility, the proximity requirements 
for edge facilities dictate a smaller form factor delivered at substantially lower cost (or lease rate). 
As a result, an edge data center can be expected to deliver less than 100kW to support 
anywhere from 6 to 12 racks.

Built for reliability

An edge data center isn’t built so much to support an application as it is to support the underlying 
technology. For example, a manufacturing organization running an IIoT-based inventory system, 
is dependent on the data centers the process the movement of parts and their locations which is 
the very definition of mission critical. Therefore, edge facilities should be defined by the reliability 
of their design in terms of their ability to withstand severe weather, 2N, concurrently maintainable 
mechanical and electrical systems and back-up gen sets. In a sense, an edge facility should be 
thought of as a homunculus of a full-sized facility.

Geographically Independent

An edge data center is not defined by the tier of the marketplace. This assertion is predicated 
upon the fundamental belief that the edge is an application. Viewed from this perspective, the 
defining question for a prospective end user is, “Can I put it exactly where I want it, like 
Cheboygan?” to which the answer should be “yes”. In other words, the edge should be wherever 
you need it to be.

Easy Expandable

The volume of users and/or data shouldn’t be constrained based on the purpose of the facility. 
Edge facilities should be easily expandable.

Dedicated management software

By definition, edge facilities act in a remote capacity. Often times they will function within a 
hierarchical structure centered around a core data center. As a result, the ability to monitor and 
manage from the core to the edge via a platform developed specifically for that purpose is an 
essential definitional component of an edge data center.

Fast Delivery

The projected growth of IoT and IIoT can be expected to dictate the need for edge facilities to be 
able to quickly expand to enable end users to continue to support their applications. Since an 
edge facility is a scaled down version of larger data centers they should possess the ability to be 
implemented as fast or faster than their larger counterparts. A delivery period of six months or 
less should be a standard component of any edge solution.
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Summary

As data centers move ever closer to end users, we can expect any number of new entrants to 
add to customer confusion by self-labeling their products as edge, ultra-edge, campus data 
centers and any other number of permutations. As the industry experienced during the “Tier III+” 
era, the lack of an accepted definition will make like to like comparisons more difficult than they 
need be. This definition put forth in this white paper offers a simple set of criteria that operate in 
tandem thereby requiring the presence of each to serve as an industry standard definition as 
opposed to alternatives that make definition a function of a preponderance of capability.
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